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Hashing: basic plan

Save items in a kel_;: indexed table (index is a function of the key).

uq“-""“"\sw\_\d \)-"Q.\\.nj(‘.._‘\“’\‘ a3 Qas

Hash function. Method for computing array index from key. 0

1
K%)

hash("it") = 3 2
\‘3 g
7,
Issues. hash("times"™) = 3 / 5
« Computing the hash function.
« Equality test: Method for checking whether two keys are equal. _, ...,

.x_s->-=- O\S.\

o Collision resolution: Algorithm and data structure — “&esesa, |

- d9n>0 D\Sa =Toy gt 1y

to handle two keys that hash to the same array index.

Classic space-time tradeoff.
« No space limitation: trivial hash function with key as index.
« No time limitation: trivial collision resolution with sequential search.
e Space and time limitations: hashing (the real world).



Maps

a A map models a searchable collection of
key-value entries.— g coen s

-(Key > Qa3 (Value ) Bogaie

a The main operations of a map are for
i=-<searching, inserting, and deleting items

a Multiple entries with the same key are
not allowed. ™"

o Applications:
= address book.
= student-record database.

© 2010 Goodrich, Tamassia Maps 3
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Computing the hash function

Idealistic goal. Scramble the keys uniformly to produce a table index.
« Efficiently computable.
« Each table index equally likely for each key.

\ thoroughly researched problem,
still problematic in practical applications

Ex 1. Phone numbers.
« Bad: first three digits. ,
. Better: last three digits. i‘::(';
Ex 2. Social Security numbers.
e Bad: first three digits. -
» Better: last three digits.

573 = California, 574 = Alaska
(assigned in chronological order within geographic region)

Practical challenge. Need different approach for each key type.



Java’s hash code conventions

All Java classes inherit a method hashCode (), which returns a 32-bit int.

Requirement. If x.equals(y), then (x.hashCode() == y.hashCode()).
Highly desirable. If !x.equals(y), then (x.hashCode() != y.hashCode()).

I
X .hashCode() y.hashCode()

Default implementation. Memory address of x.

Legal (but poor) implementation. Always return 17.
Customized implementations. Integer, Double, String, File, URL, Date, ...
User-defined types. Users are on their own.
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Map ADT

get(k): if the map M has an entry with key k, return its
associated value; else, return null ey

put(k, v): insert entry (k, v) into the map M if key k is not
already in M, then return null; else, return old value
associated with k

remove(k): if the map M has an entry with key k, remove
|t from M and return its associated value; else, return null

suze(), |sEmpty()Mw‘uwa

entrySet(): return an iterable collection of the entries in M
keySet(): return an iterable collection of the keys in M
values(): return an iterator of the values in M

© 2014 Goodrich, Tamassia, Godlwasser Hash Tables 4




Example

Operation Output Map
isSEmpty() true vy D puae
put(5,4) null (5,4)
put(7,5) null (5,4)(7,B)
put(Z,Q null (5,'4)/(7/57,@49
S . put(8,0) null (5,A/(7,8),(2,0,(8,0)
et @lliaaitol e 250U Sasnss (2) M sy - PUL(2, F) k&% (5,44 (7,8)(2,6),(8,D)
LD (Valve ) 1 o) Er9 Wude 393 2V «get(?) B (5/44)/(21_3)/(2; E),(S,D)
SLnudt ) o £ \laste Loke 098 zheget(4) null (5.4.7,8)(2,5),8,0)
LRkl Eans\oders e QEt(z) E (S/A)/(7/&/(21_E)/(8/D)
5iZE! ) 4 (%L(Z@;@@K&Q
Les3 Vawe N\ 508 FEMOVE(S) A (7,8)(2,6),(8,D)
Lo vatue 51 o s FEMOVE(2) E (7,8),(8,D)
Qrutd 9 g5 o ssns0 o tente sss gEL(2) null (7,8),(8,0)
b1 vio \sisg Satie o o) ISEMPLY() false (7,8),(8,D)
€ 2010 Goodrich, Tamassia Maps

a (1) \eda Ydisas dase -l..AuL. NYRTED <




More General Kinds of Keys

7 But what should we do if our keys are not
integers in the range from 0 to N — 1?

= Use a hash function to map general keys to
A orresponding indices in a table.

= For instance, the last four digits of a Social Security

number. Aty (Ke3) Sgd e Sa pansat
Wed _Sowder  lemsuiastalt (B dast oide

025-612-0001 SRCUA s g A e b Ol
981-101-0002

© 2014 Goodrich, Tamassia, Godlwasser Hash Tables 7

Hash Functions and
_Hash Tables

o A hash function # maps keys of a given type to
integers in a fixed interval [0, N - 1]

o Example; fixe o

I(x)=xmod N
is a hash function for integer keys

o The integer #(x) is called the hash value of key x —» 31 o pondn

- (Wagh Vatue ) M ass (h;sh‘""“")

Les s wnanen.s .0 A hash table for a given key type consists of

= Hash function &
= Array (called table) of size ¥

@© 2014 Goodrich, Tamassia, Godlwasser Hash Takles 8




_.;__Hash Functions and Hash Tables

entry __, | hash function| _ index in bucket
(key, value) h(key) array_, womysgeg
I
When implementing a map with a hash table, the
goal is to store item (% o) at index i= h(k)
G 50 e Sanchim M €520 3630
1 Qan Gano Wdex 3 3 VICH) 31 gy K
© 2010 Goodrich, Tamassia Hash Tables 9
Example
cvoo 1235
- We design a hash table for 0|2 i
a map storing entries as I 025-612-0001
981-101-0002) °*

(SSN, Name), where SSN i
4

(social security number) is a

e e ass Eiia digly S as $5 o NINE-Aigit positive integer

2 Our hash table uses an X
9997 |Z

(451-229-0004] “°

array of size N_ = 10,000 and 39998 Y
the hash function 9999 [7
h(x) = last four digits of x

& 2014 Goodrich, Tamassia, Godlwasser Hash Tables 10




Implementing hash code: integers, booleans, and doubles

Java library implementations

public final class Integer

{

private final int value;

public int hashCode()
{ return value; }

public final class Boolean

{

private final boolean value;

public int hashCode()

{
if (value) return 1231;

else return 1237;

public final class Double

{
private final double value;
public int hashCode()
{
Tong bits = doubleTolLongBits(value);
return (int) (bits A (bits >>> 32));
} A
}

convert to |IEEE 64-bit representation;
xor most significant 32-bits
with least significant 32-bits

Warning: -0.0 and +0.0 have different hash codes



Implementing hash code: strings

Java library implementation

public final class String

{
private final char[] s;
'a' 97
public int hashCode() o ’8
{ 'c' 99
int hash = 0;
for (int i = 0; 1 < length(); i++)
hash = s[i] + (31 * hash);
return hash; ‘\\\\
} ith character of s
}

« Horner's method to hash string of length L: L multiplies/adds.
« Equivalentto A =s[0] 311 + ...+ s[L-3] - 312 + s[L-2]- 31! + s[L—1]-31°.

Ex. String s = "call";
int code = s.hashCode();

3045982 =99-313+97-312+ 108-31" + 108-310
=108 +31-(108+31-(97 + 31 -(99)))
(Horner's method)



Implementing hash code: strings

Performance optimization.
e Cache the hash value in an instance variable.
e« Return cached value.

public final class String

{

private int hash = 0; « cache of hash code
private final char[] s;

public int hashCode()

{
int h = hash; return cached value
if C(h !'= 0) return h;
for (int i = 0; i < length(Q); i++)
h = s[i] + (31 * h);
hash = h; store cache of hash code
return h;
}

Q. What if hashCode() of string is 0?



Implementing hash code: user-defined types

public final class Transaction implements Comparable<Transaction>

{

private final String who;
private final Date when;
private final double amount;

public Transaction(String who, Date when, double amount)
{ /* as before */ }

public boolean equals(Object y)
{ /* as before */ }

public int hashCode()

{
int hash = 17;"””””’
hash = 31*hash + who.hashCode();

nonzero constant

hash = 31*hash + when.hashCode();

hash = 31*hash + ((Double) amount).hashCode();

return hash;
}
typically a small prime

for reference types,
use hashCode ()

prime number ¢, LS .
for primitive types, D
use hashCode()
of wrapper type



Hash code design

"Standard" recipe for user-defined types.
« Combine each significant field using the 31x +y rule.

If field is a primitive type, use wrapper type hashCode().

If field is nul1, return (. ov reeene Cresnedes @) ov g ¢ Sk am s Guey

rype Saeon oty

If field is a reference type, use hashCode(). -

applies rule recursively

If field is an array, apply to each entry.

or use Arrays.deepHashCode()

In practice. Recipe works reasonably well; used in Java libraries.
In theory. Keys are bitstring; "universal” hash functions exist.

Basic rule. Need to use the whole key to compute hash code;
consult an expert for state-of-the-art hash codes.

10



Modular hashing

Hash code. An int between -231 and 231 - 1.
Hash function. An int between 0 and M - 1 (for use as array index).

AN

typically a prime or power of 2

private int hash(Key key)

X
|

{ return key.hashCode() % M; } -
I

bug

X.hashCode()

!
private int hash(Key key)
{ return Math.abs(key.hashCode()) % M; }

l

1-in-a-billion bug

“\\\ hash(x)
hashCode() of "polygenelubricants" is —231

private int hash(Key key)
{ return (key.hashCode() & Ox7fffffff) % M; }

correct

11



Uniform hashing assumption

Uniform hashing assumption. Each key is equally likely to hash to an
integer between 0 and M - 1.

Bins and balls. Throw balls uniformly at random into M bins.

0o 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Birthday problem. Expect two balls in the same bin after ~«/t M/ 2 tosses.

Coupon collector. Expect every bin has =1 ball after ~ M In M tosses.

Load balancing. After M tosses, expect most loaded bin has
© (log M /log log M) balls.

12



Uniform hashing assumption

Uniform hashing assumption. Each key is equally likely to hash to an
integer between 0 and M - 1.

Bins and balls. Throw balls uniformly at random into M bins.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Hash value frequencies for words in Tale of Two Cities IM < 97)

Java's String data uniformly distribute the keys of Tale of Two Cities

13
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Collisions

Collision. Two distinct keys hashing to same index.
« Birthday problem = can't avoid collisions unless you have
a ridiculous (quadratic) amount of memory.
« Coupon collector + load balancing = collisions are evenly distributed.

0

1

hash("it") = 3 5
\‘3 "'it"

7 4

hash("times") = 3 / 5

Challenge. Deal with collisions efficiently.

15



_Example — Cont.

a What if we have a new entry
to add to the bucket array:

—|025-612-0001
981-101-0002

(037-879-0002)

451-229-0004

PN —O
"ITIGIIH[@I

a #H(037-879-0002) = 0002 = 2

a A colfision has just occurred. ggg; %
9999 |Z]
Consmme §B\ABNL (D) (Mdex ) 5 U X
i . (collision ) Aunaiy
s
Hash Tables 11

What is Hash function for following

. o :
—%fmasenas¥ yglyes to store them in array
Bea Tim Leo Sam | Mia Zoe Jan Lou Max | Ada Ted
0 1 2 3 4 5 6 7 8 9 10tk osin
Index number = sum ASCIl codes Mod size of array R
o) ardutife TOsna> Gas Ol Sans Vsl om0
Mia M7 i 105 a 97 279> wus 4 SR
it e Tim T 8 i 105 m 109 298 2 RSato DY UKL s s 0V o0
Bea B 66 e 101 a 97 264 o
Zoe z 90 o 1 e 101 302 5 X .
Ex: 243 mod 14 Jan ) 7 a 97 n 110 281 r \ o wlan B
Ada A 65 d 100 a 97 262 S, aSsnan
Leo L 7 e 101 o 1 288 EY e
Sam s 83 a 97 m 109 289 o
21 =18 18x14=1 Lou L 76 o 111 u 117 304 a3
Max M7 a 97 x 120 294 8
Ted T 8 e 101 d 100 285 10

~N

Link:- https://www.youtube.com/watch?v=KyUTuwz_b7Q Hash Tables 1




8 U318 0P 5150 0B ha 055 LR VAL : = das Lol Yty G @ S o X

If new value is getting the address which occupied then

new value will be inserted in next available position

4, Mia M 77 i 105 a 97 279 A
Tim T 84 i 105 m 109 298 1)
Bea B 66 e 101 a 97 264 N
Zoe Z 90 o 11 e 101 302 8l
Sue S 83 u 117 e 101 301 L)_,So
Bea | Tim Mia | Zoe
o 1 2 3 a S 6 * 8 9 10
Bea Tim - Zoe
o 1 2 3 4 5 6 7 8 9 10
Bea | Tim Mia -
0 | 2 3 a 5 6 7 8 9 10
I I ) 3 Y I A
7 8 g 10

o 1 2 3
© 2014 wooaricn, 1amassia, LoaIwasser

a S... (\s
rasn 1aoes & o a

1y

Solving collusion by adding new value to next available position is called open
addressing because every location is open to any item. Open addressing can use variety
of open addressing techniques but this particular is called linear probing because if

calculated address is occupied then linear search is used find next available slot
B \ineav Seavch
' )
Mia M 77 i 105 a 97 279 4
Tim T 84 i 105 m 109 298 g
Bea B 66 e 101 a 97 264 Q
Zoe z 90 o 11 e 101 302 ®
Sue S 83 u 117 e 101 301 4
| Len L 76 e 101 n 110 287 g
Moe M 77 o 111 e 101 289 s
Lou i 76 o 111 u 117 304 e 4
Rae R 82 a 97 e 101 280 5
Max M 77 a 97 X 120 294 8
.. Tod T 84 o 111 d 100 295 9
ST Eanta\B Dsmo -
Bea | Tim | Len | Moe | Mia | Zoe | Sue | Lou | Rae | Max | Tod
0 1 2 3 4 5 6 /4 8 9 10
© 2014 Goodrich, Tamassia, Godlwasser Hash Tables /r 20




Separate-chaining symbol table

Use an array of M < N linked lists. [H. P. Luhn, IBM 1953]

« Hash: map key to integer i between 0 and M - 1.
« Insert: put at front of i chain (if not already there).
e Search: need to search only it chain.

'y hmh

S

= P x m

- =

{‘
0

”
U
\

i~

LS

i~

.
0
\

”
U
W

S

”
U
\

16



\inlved NSk 4 coles LaATs Qudaats.

Other way to deal wit collision is chainiﬁg,
here array has pointer to first node

=
of =p=H
—_—
1| oepe |qu—p | |
. Mia M 77 0 105 a 97 279
- Tim T 84 i 105 m 109 298
3 QE] \Be s g, Bea B 66 e 101 a 97 264
Ninked
] 2 zoe Z 9% o 11 e 101 302
| pre | [ |
Sue S 8 u 17 e 101 301
[e)
3 o n: nl Len L 76 e 11 o 110 287
}—] Moe M 77 o 11 e 101 289
¢ Lou L% o m u 117 304
y . Rae R 82 a 97 e 101 280
Max M 77 a 97 x 120 294
. d{D Tod T 84 o 11 d 100 295
=)
JIK o 221
U
10
—_—

© @ w -~ v..l—l&l.rlcl—lh

A Hash Yuuction = o (1)

addyess =h’c:4’ mod n

alPha enic 5 AScilcede MOaisly

adsby s\Aisyan

Eq!éinq\ metned . divides &Q Wro PotS Yhem addS Vhe PartS teqether.

Sl (et u..\....,b
avuj N e 4_,.:3“23\_, sy asna




Separate-chaining symbol table: Java implementation

public class SeparateChainingHashST<Key, Value>

{

private int M = 97; // number of chains

private Node[] st = new Node[M]; // array of chains

private static class Node

{
private Object key; - no generic array creation
private Object val; - (declare key and value of type Object)
private Node next;

3

private int hash(Key key)
{ return (key.hashCode() & Ox7fffffff) % M; }

public Value get(Key key) {
int 1 = hash(key);
for (Node x = st[i]; x != null; x = X.next)
if (key.equals(x.key)) return (Value) x.val;
return null;

array doubling and
halving code omitted

17



Separate-chaining symbol table: Java implementation

public class SeparateChainingHashST<Key, Value>

{

private int M = 97; // number of chains
private Node[] st = new Node[M]; // array of chains

private static class Node

{
private Object key;
private Object val;
private Node next;
}

private int hash(Key key)
{ return (key.hashCode() & Ox7fffffff) % M; }

public void put(Key key, Value val) {
int 1 = hash(key);
for (Node x = st[i]; x != null; x = X.next)
if (key.equals(x.key)) { x.val = val; return; }
st[i] = new Node(key, val, st[i]);

18



Analysis of separate chaining

Proposition. Under uniform hashing assumption, prob. that the number of
keys in a list is within a constant factor of N/ M is extremely close to 1.

Pf sketch. Distribution of list size obeys a binomial distribution.

equals() and hashCode()

Consequence. Number of probes for search/insert is proportional to N/ M.
e M too large = too many empty chains. I

« Mtoo small = chains too long. "’let;rzzitfjtse;atﬁn

« Typical choice: M~N/4 = constant-time ops.

19



Resizing in a separate-chaining hash table

Goal. Average length of list N/ M = constant.
 Double size of array M when N/M = 8.
* Halve size of array M when N/ M < 2.

x.hashCode () does not change
but hash(x) can change

« Need to rehash all keys when resizing. -«

before resizing
st[]

. A B C D E F G H | J
L I———«k L M N 0 P
after resizing
St[]/ K |
0
) I N L E A
2L F C B

20



Deletion in a separate-chaining hash table

Q. How to delete a key (and its associated value)?

A. Easy: need only consider chain containing key.

before deleting C

St[]/

after deleting C

St[]/

21



Q1. Draw the 11-entry hash tablem‘t‘?;uhs from using the
hash function, h(i) = (3i+5) mod 11, to hash the keys

12,44, 13, 88, 23,94, 11, 39, 20, 16, and 5,

assuming collisions are handled by chaining.

L> conlsions I\ Leus gy
\inked Msk 3\ ¢ anteass

: — [ 3o
= \ od \|= 8
| —~[E [ e
equy = (3X4U+5) moad 1\ 5
2 Z
3) = | ad \\= o
3 &
“h(Be) = (3x8845 ) mod 1= 5
Y )
h(z3) = (3¥23 $ 5) mod \\= 8
S —b [P B[ [ TF-»
h4) = (3%x944.8) mod 1= |
b &
vy = (3xMe S ) mod 1= 5
7 &
ey = (3%3145) mod 1=\
5 1= (23> e
W20y = (3x26 4.5) Mmod \= \o
g + B3~ E13-
sy = (3%1645) mod 1\ = 4
o > E1 e

N5y =(3x9+S ) mod \\= 3§




Symbol table implementations: summary

guarantee average case
ordered

implementation
ops?
search delete search hit insert delete

sequential search

(unordered list) N N N 2N N 2N

binary search lo N N N lo N b N b N v
(ordered array) g g : °

BST N N N 1391gN  1391gN VN v
red-black BST 2IgN  21gN 21gN 10I1gN 101gN 101gN v

separate chaining N N N 3-5 % 3-5% 3-5%

J
elgment M sas

Clement d=s\ \‘:)J od
Clemedtt

key

interface

equals()

compareTo()

compareTo()

compareTo()

equals()
hashCode ()

* under uniform hashing assumption

22
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Collision resolution: open addressing

Open addressing. [Amdahl-Boehme-Rocherster-Samuel, IBM 1953]
When a new key collides, find next empty slot, and put it there.

st[0] jocularly
st[1] null
st[2] Tisten
st[3] suburban
null
st[30000] browsing

linear probing (M = 30001, N = 15000)



_Collision Handling

a (1) Separate Chaining: 0

let each cell in the ’
table point to a linked 3
4

451-229-0004—(981-101-0004)

list of entries that map

there
o Separate chaining is
simple, but requires
additional memory “***
outside the table
© 2014 Goodrich, Tamassia, Godlwasser Hash Tables 23
a » J
Linear Probing |
) i 13 ]
Example: 26 e
&Y LA (LS, : L _‘ o = : 2 u p * [_? \‘e"» ? ols »,_,auna A CAAY Q., —C Q\USQA'. aln)
m i(x)=xmod 13 E 0P )
<«g Insert keys 18, 41, 22, 44, 59, 32, 31, 65
73, in this order. 178 | S ol
. 18wmod 3 =18 1 x1325 »° =1
24 mod 13:41_3x13:2 5 1 1 1 I O A
3. 22wmod V3:221X13:9," 0123456738 9101112
Y44 wmod 13:44 _3%13:=5 ﬂ
5. 59 mod 132 589 _4x13:=7 -
6. 32 mod V37 32_2X\3:6 1~ 1 18144]59|32|22(31|73
7. B med 13: BN_2¥1325 v 0123456789I101112
v L v ’d o

8-73mo0d 13:=73_5%x13:8 o~
© 2010 Goodrich, Tamassia Hash Tables 27




Linear-probing hash table demo

Hash. Map key to integer i between 0 and M-1.

Search. Search table index 1; if occupied but no match, try i+1, i+2, etc.

search K
hash(K) = 5
0 1 2 3 4 5 6 7 8 9
st[] P M A C S H L
M= 16 K

search miss
(return null)

11

12

13

14

15



Q2. Do the same as above using Linear
Probing. Ll # of collisions? ¢

W(ay= (3x\VAeS) mod \|= 8

heqey = (3XMM+S5) med 1= 5

24

hasy = (3x13+5 ) mod \\= o

\é

_h(Be) = (3x884.5 ) mod 1= S Co\\isimn

W(23) = (323 + 5) mod \\= 8

(4 '4 e— O, oS8

\
88 < é‘<—> e =i
9:9\& 0\Se yas\

7 \
5 \2

@4y = (3%x9448) mod 11~ |

Wy = od \\= 5

N(31) = (3%3945) mod 1=\

N(26) = (3%26 4.5) Mod \\= o

hasy = (3164 5) mod 1= 9

\
“
A\
\o Lo 4) ,_j

Y(5) = (38945 ) mad \\= 8




Linear-probing hash table summary

Hash. Map key to integer i between 0 and M-1.
Insert. Put at table index i if free; if not try i+1, i+2, etc.
Search. Search table index 1; if occupied but no match, try i+1, i+2, etc.

Note. Array size M must be greater than number of key-value pairs N.
Mumber of olesment

st[] P M A C S H L E R X

M= 16

26



Linear-probing symbol table: Java implementation

public class LinearProbingHashST<Key, Value>

{

private int M = 30001;

private Value[] vals = (Value[]) new Object[M];
private Key[] keys = (Key[]) new Object[M];

private int hash(Key key) { /* as before */ }
private void put(Key key, Value val) { /¥ next slide */ }

public Value get(Key key)

{
for (int i = hash(key); keys[i] != null; i = (i+1) % M)
if (key.equals(keys[i]))
return vals[i];
return null;
}

array doubling and
halving code omitted

27



Linear-probing symbol table: Java implementation

public class LinearProbingHashST<Key, Value>

{
private int M = 30001;
private Value[] vals = (Value[]) new Object[M];
private Key[] keys = (Key[]) new Object[M];

private int hash(Key key) { /* as before %/}
private Value get(Key key) { /* previous slide */ }

public void put(Key key, Value val)
{
int i;
for (i = hash(key); keys[i] !'= null; i = (i+1) % M)
if (keys[i].equals(key))
break;
keys[i1] = key;
vals[i] = val;

28



Knuth's parking problem

Model. Cars arrive at one-way street with M parking spaces.

Each desires a random space i: if space i is taken, try i + 1, i+ 2, etc.

Q. What is mean displacement of a car?

J Isplacement = |

Half-full. With M /2 cars, mean displacement is ~ 3 /2.
Full. With M cars, mean displacement is ~-~/x M /8.

29



Analysis of linear probing

Proposition. Under uniform hashing assumption, the average # of probes
in a linear probing hash table of size M that contains N = a M keys is:

(a) el ama)

search hit search miss / insert

Pf.

- NOTES Ol "OPSu" ADDRESZING. © "By Knubh, 7/22/63
0 L. Istroducvion and Pefinitions. ULpen mddressing 1s a widely-used technique
- For keeping "symbol tubles,” The nethod was first used in 195h by Sumuel, Amdahl,

and Bochme in an assembly program {or the ILHM TOl, An extensive discussion of
the method was given by Peterson in 1957 {1], und frequent references have been
wade to it ever since (e.g, Scney and Spruth {2], Iverscn [3}). However, the
timing characterdstics have apparently never bean axectly established, and indeed
the author has heard reports of severel reputable mathematiciang whe falled %0
find the solution after some trial. Tharefore it is the purpsse of this note to
indicste one way by which the soluuion cem be obtained,

Parameters.

e« M too large = too many empty array entries.
e Mtoo small = search time blows up.
 Typical choice: a = N/M ~ . -«

# probes for search hit is about 3/2
# probes for search miss is about 5/2
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Resizing in a linear-probing hash table

Goal. Average length of list N/ M < 1.
* Double size of array M when N/ M = 1.
 Halve size of array M when N/ M < .
« Need to rehash all keys when resizing.

before resizing

0 1 2 3 4 5 6 7
keys[] E S R A
vals[]
after resizing
0 1 2 3 4 5 6 7 8 9 10
keys[] A S E

vals[]

11

12

13

14

15
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Deletion in a linear-probing hash table

Q. How to delete a key (and its associated value)?
A. Requires some care: can't just delete array entries.

\- Seovdh Yov ype ey .

2- ‘—“_-5:‘_9’\4 Ol dgy —p Lo (null 3 OIS vy
53343 N B3 aN A 4y
PAB AN @Il e Cal

before deleting S

0 1 2 3 4
keys[] P M A

vals[]

after deleting S ?

o 1 2 3 4
keys[] P M A

vals[]

delett(S)

5 6 7 8
c>s<HL E

11

12

doesn't work, e.g., if hash(H) = 4

13

14

14

15

15
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ST implementations: summary

guarantee average case
ordered key

implementation :
. _ ops? interface
search delete search hit insert delete

sequential search

(unordered list) N N N 2N N %N GPalSE)
binary search
(ordered array) lg N N N lg N 2 N B N v compareTo()
BST N N N 1391gN  139IgN VN v compareTo ()
red-black BST 21gN  21gN  2IgN 10IgN 101gN 101gN v compareTo()
.. equals()
separate chaining N N N 3-5 * 3-5 * 3-5 * hashCode ()
li bi N N N 3-5 % 35 % 3-5 % equals()
inear probing - - - hashCode ()

* under uniform hashing assumption
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War story: algorithmic complexity attacks

Q. Is the uniform hashing assumption important in practice?
A. Obvious situations: aircraft control, nuclear reactor, pacemaker.
A. Surprising situations: denial-of-service attacks.

st[]

/

malicious adversary learns your hash function

(e.g., by reading Java API) and causes a big pile-up
in single slot that grinds performance to a halt

N o i AW N BB O

Real-world exploits. [Crosby-Wallach 2003]
« Bro server: send carefully chosen packets to DOS the server,
using less bandwidth than a dial-up modem.
e Perl 5.8.0: insert carefully chosen strings into associative array.
e Linux 2.4.20 kernel: save files with carefully chosen names.

35



Algorithmic complexity attack on Java

Goal. Find family of strings with the same hash code.
Solution. The base-31 hash code is part of Java's string API.

hashCode () hashCode () key hashCode ()

"Aa" 2112 "AaAaAaAa" -540425984 "BBAaAaAa" -540425984
"BB" 2112 "AaAaAaBB" -540425984 "BBAaAaBB" -540425984
"AaAaBBAa" -540425984 "BBAaBBAa" -540425984
"AaAaBBBB" -540425984 "BBAaBBBB" -540425984
"AaBBAaAa" -540425984 "BBBBAaAa" -540425984
"AaBBAaBB" -540425984 "BBBBAaBB" -540425984
"AaBBBBAa" -540425984 "BBBBBBAa" -540425984
"AaBBBBBB" -540425984 "BBBBBBBB" -540425984

2N strings of length 2N that hash to same value!



Diversion: one-way hash functions

One-way hash function. "Hard" to find a key that will hash to a desired
value (or two keys that hash to same value).

Ex. MD4, MD5, SHA-O, SHA-1, SHA-2, WHIRLPOOL, RIPEMD-160, ....
— _

V-
known to be insecure

String password = args[0];
MessageDigest shal = MessageDigest.getInstance("SHA1");
byte[] bytes = shal.digest(password);

/* prints bytes as hex string */

Applications. Digital fingerprint, message digest, storing passwords.
Caveat. Too expensive for use in ST implementations.
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Separate chaining vs. linear probing

Separate chaining.
« Performance degrades gracefully.
o Clustering less sensitive to poorly-designed hash function.

Linear probing.
e Less wasted space.
« Better cache performance.

keys[] | P |M A|lC|S|H]|L E R | X

vals[]




Hashing: variations on the theme

Many improved versions have been studied.

Two-probe hashing. [ separate-chaining variant ]
« Hash to two positions, insert key in shorter of the two chains.
* Reduces expected length of the longest chain to log log N.

Ywo fumction - ?v‘imYG —> -\ —> Wdex 3 &
A Secomed . ety — 3 oe¢Cutess

Double hashing. [ linear-probing variant ]
o Use linear probing, but skip a variable amount, not just 1 each time.
« Effectively eliminates clustering.
e Can allow table to become nearly full.
« More difficult to implement delete.

Cuckoo hashing. [ linear-probing variant ]
« Hash key to two positions; insert key into either position; if occupied,
reinsert displaced key into its alternative position (and recur).

« Constant worst-case time for search.
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Use double hashing to enter the following keys in

an array of size 13.

98, 33, 36, 96, 77, 11, 27, 84, 66, 58
Use primary hash function h(k) = k % 13.
Secondary hash function s(k) =7 - k%?7.

Wik)=¥/13 S(k)ys7-%21
18 1 7
33 1 2
36 \o 4
16 5 2
77 \2 7
\\ \\ 3
27 \ \
84 6 7
84 l 9
58 { 5

03\ by Gans § ke Adaat 58 2

QA4S Qith Janatle (N alls e

N W X w @ pn

0 | Co | J




Use double hashing to enter the following keys in

st aive, X

an array of size 13.

98, 33, 36, 96, 77, 11, 27, 84, 66, 58
Use primary hash function h(k) = k % 13.
Secondary hash function s(k) =7 - k%?7.

Wik)=¥/13 S(k)ys7-%21
18 1 7
33 1 2
36 \o £
16 5 2
77 \2 7
\\ \\ 3
27 \ \
84 6 7
84 l 9
58 { 5

N W X w @ P

0 | C | J




Double hashing.

Suppose you are asked to insert the following keys in a hash table of size 13

19, 41, 22, 5, 13, 44, 26, 57

Given hash functions: L.
ER M XA
H1(x) = x mode and H2(x) = 7- x mode 7

e Use linear Probing to solve collision using H1(x)

e Use Chaining to solve collision using H1(x)

e Use Double hash where h(x) = H1(x) + jH2(x)

e Count the number of collisions and number of probes for each method

e Compare the methods. Which one has better performance cording the # of collisions and

probes.
Soulti i Yo hin isi ing H1(e):
Count s of  Probes
\ \"l-_- 19 - \3=¢ o
= =13 = 71-44:=44-13:=85 > 053300 8aNOX LD
038 upls D\So w3 le L 1o s W 245
3.22 =22-\3:1 O | 8.26z 26:320 \
4. 5:5:13:5 O |1.57-.57.12-5 5
5.7:27-13=1 o)
. 132132130 o)




o 12 _

\ 24 o ot e
8 Al Counts o Wobesz twes
3

y

5 5

4 \q

7 7

8 4y

q LA

\o 51
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Soultion o use \ineay Probing to Salve Collision using H1 ()

Count s of Probes

1-V9:-19 .13:¢ o
2.41=4Y1:13:-2 O | 7.44:44:13:8_ 5 ojspmegansoXi® 3
338 up\s 01Se BB e LV 1a s VI 245
3.2 =22-\3:1 O |8.26:26:13:20 \
Y. 5:5:13-8§ O |ts7-57:13-5 5
5.7:=27-13=17 o
_.13z\13213z0 o

l-_)\ﬁ\.m‘:,.“ _’_‘_&5
CountS of callisions . 3 \tem

No o? \’Ya\'ses— o
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2b
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5 w57
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W)

H2(R)=27-x mad 7

Soultian oF use linear Probing Yo Salve Collision using h(x) = H1 o) + JR2(x)

HOy =) 30 20x)

)

2

1-19:19.7 - 2

2b

2. mzu=7 = |

1

3.22 =22-7.4

k| 5-5;732

5 7-7'_7-7

4. 13213-7T. \

\q

7-44:=44:717 = 5

826z 26:1= 2

Uy

1.57:57-7: 6

L2

‘+(°)X2=‘ o
24+(a)x V=2 2 o
T 4l)xs=19 o
S540)Xx2=5 o
T4 (a)XT =71 o
o+ (d)x\=zo0 o
54 (a)X8 =5 |
S+ ()xS=1o
O 4 (0) X220 _y Biamelond 2
o +(2)X2=Y

540 X625 |
S4WMWx4 =1
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